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Security teams in the digital age are overwhelmed, under-resourced, 
and ill-prepared for the shape of things to come. 

The challenge we face is two-pronged, and it will be familiar to many: 
threats are getting more advanced, and networks are getting more 
complex. 

In recent years, the security community has made measurable 
progress in the area of real-time threat detection. By combining 
protective defenses at the perimeter with self-learning defenses 
at the core, security teams can now identify known and unknown 
threats alike in a detection paradigm that is often helpfully compared 
to the human body. 

Protective defenses know about historical attacks and serve as the 
outer ‘skin’ of an organization, while self-learning defenses act as 
its internal ‘immune system’, continuously learning ‘normal’ to spot 
the strange and unusual indicators of a novel attack.

And yet, it is against this backdrop that the most urgent security 
challenge of the digital age has emerged – not only detecting, but also 
responding to machine-speed threats before they have time to make 
an impact. Despite the welcome improvements made to detection 
engines, the reality is that human teams can’t be everywhere, and 
even when present, they can’t investigate threats in minutes let 
alone respond in time. 

Introduction

Throwing more humans at the problem is no 
longer a viable option.

When faced with destructive ‘smash and grab’ attacks that can often 
make an impact in seconds, humans tasked with defending highly 
complex and distributed networks are almost invariably outpaced.

In considering the question, it will be helpful to distinguish at a very high 
level between two forms of automation in this area: pre-programmed 
‘automated response’ and context-based ‘Autonomous Response’.           

Automated Response

Pre-programmed

Defines threats in advance

IPS of the 1990s, ‘next-gen’  
anti-virus tools, emaill gateways

Context-based

Acts on the behavioural context

Immune system technology

Autonomous Response
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Over the past few years, deploying both forms of automation in 
thousands of real-world networks around the world has been 
revealing. In particular, while pre-programmed response tools have 
invariably been either too disruptive or simply ine!ective in the face 
of advanced attacks, Autonomous Response solutions have almost 
always been dynamic and ‘intelligent’ enough to keep pace with 
sophisticated cyber-threats.

Applying pre-defined detection rules to increasingly complex 
environments has tended to generate a sea of alerts and, derivatively, 
needlessly quarantined corporate devices. Equally, the scope of 
pre-programmed response tools has tended to be simple and static, 
as it typically fails to capture the totality of an attack and instead 
merely zeroes in and responds to one aspect of it. And of course, 
as the responsive side of the protective skin, pre-programmed 
response tools are inevitably incapable of neutralizing attacks that 
have never been seen before. 

Autonomous Response, by contrast, does not su!er from the same 
limitations. The self-learning ‘immune systems’ it relies upon use 
unsupervised ML to continuously learn ‘normal’ for a unique digital 
business from scratch – without any prior assumptions – and identify 
subtle deviations that illuminate the presence of emerging threats. 
Unlike pre-programmed defenses, this self-learning approach enables 
responses that are both surgical and informed by a more holistic 
picture of an attack. 

Deploying Automation in the Real World

“Some organizations only trust decision-making 
that they can understand. To do otherwise seems 
to them too big a leap of faith.”
Dr Peter Layton 

Before ‘letting the machine loose’ on a network, organizations are 
typically invited to embark on a ‘journey of trust’ with Autonomous 
Response technology, allowing teams to gradually build confidence 
in the system’s decision-making over time. This journey can range 
from ensuring that a human is able to confirm actions recommended 
by the system before allowing it to take action, to only activating 
Autonomous Response in certain parts of the network or during 
certain hours – such as during weekends, or perhaps when the 
security team is out of o"ce. 

Increasingly, though, an unprecedented number of business leaders 
have enabled the system in fully autonomous mode, and many 
experts in the industry have interpreted this as a nearly undeniable 
proof point of what these ‘self-defending systems’ claim to deliver.

And yet, some observers still remain skeptical that Autonomous 
Response systems can be trusted to take action on behalf of human 
teams. Despite the seeming limitations of pre-programmed response 
tools, some organizations have come to see their pre-defined nature 
as an advantage over Autonomous Response, as a pre-defined 
response is at least one that a human can predict and understand. 
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As is often the case, the fundamentally practical results described 
above have a partly theoretical and even historical foundation. 
While Autonomous Response is an application of what many refer 
to as ‘narrow AI’ – as it applies intelligent behavior in a narrow  
domain – the e"cacy of the approach is partly inspired by early 
attempts to develop ‘general AI’, and what their limitations have taught 
us about the necessary connection between contextual awareness 
and intelligent action.  

In pursuing this line of thought, it will be worth examining these early 
attempts to help us get a better grip on why context-based Autonomous 
Response has succeeded where pre-programmed response has 
failed. This story begins with a heated dispute between some of AI’s 
earliest pioneers – Herbert Simon, Alan Newell, Marvin Minsky – and 
the man who would come to be known, quite rightly, as the “Dark 
Knight of AI”.

In 1963, the RAND Corporation invited the late American philosopher 
Hubert Dreyfus to investigate the state of AI research as it was currently 
being practiced in research labs around the world. After reviewing 
the many reports and memos coming out of labs at RAND, MIT, and 
elsewhere, Dreyfus concluded that the specific (and now-defunct) 
paradigm that governed AI research at the time was bound to fail.

Dreyfus referred to this paradigm as ‘symbolic AI’, as it was largely 
inspired by the discovery that a digital computer’s bits could be made 
to symbolize or stand in for features of the external world, together 
with inference rules for relating and applying those features. 

Autonomous Response & The History of General AI
From there, AI researchers extrapolated one step further, claiming 
that the human mind could be understood in much the same  
way – as a ‘physical symbol system’ containing internal representations 
of the external world, together with inference rules that relate and 
apply those features to produce intelligent behavior. As Alan Newell 
and Herbert Simon at RAND put it, “A physical symbol system has the 
necessary and su"cient means for general intelligent action.”

With this, AI researchers announced triumphantly that they had provided 
an account of the human mind that could be used as a model for 
producing general artificial intelligence in machines. Marvin Minsky, the 
head of the AI lab at MIT, claimed in 1968 that “Within a generation we 
will have intelligent computers like HAL in the film, 2001.” For Minsky 
and others, the only thing left to do was complete the seemingly trivial 
task of programming a computer with enough facts and inference 
rules to simulate the way human intelligence (allegedly) operates.

Figure 1: The fictional character HAL 9000 from 2001: A Space Odyssey
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Yet all attempts to program computers according to the presuppositions 
of symbolic AI turned out to yield largely incompetent and unintelligent 
machines, and by the 1970s the infamous ‘AI Winter’ had arrived. 
Dreyfus deployed several arguments to account for this failure, but 
all of them flowed from the same basic insight – that AI researchers 
were operating with a naïve account of human intelligence, and that 
they underestimated the extent to which intelligent action relied on 
an embedded and embodied familiarity with the world.

The problem, as Dreyfus saw it, was that a database of isolated facts 
and inference rules couldn’t possibly capture the essentially holistic 
character of human intelligence. For a human agent, the world only 
makes sense in terms of a holistic network of skills, practices, roles, 
norms, and equipment, which can’t be built up from isolated facts 
as each element is already defined in terms of the others. 

In the world of medicine, for example, the practice of surgery only 
makes sense in terms of the defining relationship between a host 
of interconnected elements, from scalpels, drills, and screws, to 
the goal of healing sick or injured patients, to the expert surgeons 
and nurses who serve as exemplars of appropriate behavior in the 
domain.

Without being able to rely on an embodied and holistic background 
context, the machines were utterly incapable of representing 
significance and identifying which facts were relevant in any given 
situation. This led to a range of di"culties that ultimately proved 
devastating to the underlying premise of symbolic AI. The infamous 
Frame Problem, for instance, arose when something in the world 
would change, as systems that rely on static representations could 
never decide which representations should change along with it, 
and which should stay the same. 

Consider the master surgeon, who instantly ‘takes in’ the operating 
room on the basis of a refined ‘global awareness’ of its holistic totality, 
without following rules or consulting any explicit beliefs. Instead, 
the surgeon’s contextual awareness already attunes her to subtle 
distinctions that solicit swift and targeted action – distinctions, Dreyfus 
claims, that would not even show up for the rule-following novice. 

Figure 2: ‘For a human agent, the world only makes sense in terms of a 
network of skills, practices, norms, and equipment’
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Many of us experience a similar phenomenon in our own areas 
of expertise, where qualitative distinctions show up for skilled 
practitioners in a way that often illuminates and ‘draws out’ the 
appropriate response. This is as true of expert surgeons as it is of 
expert chefs, athletes, musicians, threat analysts, and navigators 
from the Native Americans to the Polynesians. 

Crucially, such masters are able to act skillfully because they’ve 
developed a rich attunement to the practices and norms of a particular 
domain, which – in a phrase that Aristotle often used to describe the 
phronemos or man of practical wisdom – enables them to “do the 
appropriate thing at the appropriate time in the appropriate way”. 

For Aristotle, intelligent response amounts to a context-based 
disposition to respond to the ‘unique situation’ rather than the 
‘general situation’, which is in principle available to the novice, 
but nevertheless impoverished to the extent that it fails to reveal 
qualitative distinctions that guide skillful action. 

Whatever the merits or demerits of these theoretical arguments, 
this episode in the history of AI fastened the world’s attention on a 
crucial fact about human intelligence – namely, that humans perform 
intelligent and proportionate action only on the basis of a holistic, 
contextual, and evolving understanding of the norms of the specific 
domains with which they’ve become increasingly familiar, and on 
the basis of which a refined perceptual field emerges.

Figure 3: For Aristotle, intelligent response amounts to 
an ability to respond to a unique situation
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The lessons that the history of AI has taught us are especially instructive 
in the area of cyber security, even if the application of AI is intended 
to be ‘narrow’ and circumscribed to a limited domain. In particular, it 
draws our attention to the fact that pre-programmed response tools 
rely on static models or representations of what a network should 
(or should not) look like in general, whereas Autonomous Response 
technology relies on a holistic, contextual understanding of normal 
activity in a particular enterprise.

Given the real-world success of Autonomous Response technology 
described above, this distinction seems to be as decisive in human 
intelligence as it is in cyber security. But how far does the analogy 
really take us in explaining why?

Cyber Security and Autonomous Response

Autonomous Response performs the appropriate 
action at the appropriate time in the appropriate 
way.

Figure 4: As early as 1958, scientists were claiming that 
AI had achieved ‘generalized intelligence’
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Building upon Aristotle’s early insights about practical wisdom, Maurice 
Merleau-Ponty – a 20th century French phenomenologist who 
specialized in the study of human perception and action – developed 
a notion of ‘optimal grip’ that provides the clue. For Merleau-Ponty, 
skillful action is fundamentally motivated by a tendency to move 
toward ‘equilibrium’ and relieve a ‘tension’ that either is or would be 
prompted by deviations from the norm in a concrete situation.

The phenomenon of moving toward equilibrium is always operative, 
but we rarely notice it because of the skills we’ve acquired for coping 
with familiar environments. It is only ever revealed in certain breakdown 
situations, such as stumbling in our stride or encountering something 
unfamiliar. In an art gallery, for instance, strange images and objects 
that we haven’t developed skills for coping with often force us to move 
our bodies further and closer away in an e!ort to seek an optimal 
distance for viewing them. Equally, we all immediately readjust in an 
elevator when someone leaves or enters.

Autonomous Response works in much the same way, and precisely 
in virtue of the fact that it’s ‘geared in’ to the specific domain in which 
it takes action and can therefore distinguish between ‘normal’ and 
‘abnormal’ behavior. In this way, Autonomous Response technology 
need only enforce ‘normal’ to bring a given user or device back into 
equilibrium. This means that even if your CEO’s laptop gets infected, 
she can continue to send emails and access the usual file shares and 
websites while the system works in the background to neutralize the 
threat and continuously adapt if it once again ‘experiences’ a sudden 
sense of disequilibrium.

Autonomous Response and Optimal Grip
In contrast, pre-programmed response tools – whether they rely on 
rules, signatures, fixed baselines, or some other representation of 
‘benign’ or ‘malicious’ – take action in light of a categorically di!erent 
data set that is at once general and context free, which means that 
surgically enforcing ‘normal’ is not an available mechanism for 
response. Nor can they adapt to a novel attack as it unfolds, as context-
free generalizations do not make continuous judgments in light of  
real-time evidence and the ‘unique situation’.

“Maximum sharpness of perception and action 
points clearly to a perceptual ground, a basis of 
my life, a general setting in which my body can co-
exist with the world.” 
Merleau-Ponty 1962: 250
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As with every analogy, the connection between human intelligence 
and Autonomous Response does of course break down at certain 
levels of description. Perhaps most importantly, whereas Dreyfus 
was skeptical that intelligent action could emerge from a steady 
accumulation of isolable elements – in particular, facts about the world 
and rules for relating, manipulating, and applying them – the ‘immune 
system’ approach that Autonomous Response AI relies upon typically 
works from the bottom up, learning as it does the multi-dimensional 
‘patterns of life’ for every user, device, and associated peer group in 
the context of the wider organization, rather than the other way round.

But this is hardly surprising, as successful AI research need not set 
out to duplicate the actual processes of the human brain. 

Conclusion

“The best representation of the world is the world 
itself.” 
Dr Rodney Brooks

“ML may have been inspired by the human brain, 
but they are not equivalent.” 
Saniye Alaybeyi, Gartner

Interestingly enough, Autonomous Response technology’s unique 
self-learning approach seems to finally make good on the prescient 
slogan attributed to Dr. Rodney Brooks, who famously headed up the 
AI Lab at MIT decades after Dreyfus and Minsky came to a head. In 
the context of a research program that sought to use sensors rather 
than representations to generate intelligent behavior, Brooks is said 
to have remarked that 

“The best representation of the world is the world itself”

The security community would do well to heed his slogan as we look 
to transform vulnerable organizations into resilient, self-defending 
digital businesses in the face of advanced attacks today and AI-driven 
threats in the near future.


